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Local inference for course practice
Design goals: less cloud reliance, more control over cost and data
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Engineering questions

Problem System support What the user sees

Concept confusion
No course evidence

Unreliable arithmetic
Even simple sums

Retrieve
course evidence

Run supported
Calculator

Answer
with sources

Result
with worked steps

Design motivation: course concepts and calculation.
Formal component evaluations follow.
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Web and Raspberry Pi

Raspberry Pi 5
Prototype deployment

Web browser
Ask / Quiz

FastAPI backend
Ask / Quiz logic

Course-note index
Embedding retrieval

Calculator
Supported formulas

Local model service
Ollama / Qwen

HTTP requests
JSON responses

Prototype architecture. Pi quality results cover Base inference only.
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System workflow
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Ask and Quiz

Ask: a complete question and worked answer Quiz: answer first, then see feedback
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Supervised fine-tuning (SFT)

Setting Initial SFT Expanded SFT

Training records 801 2,400 of 4,000 candidates

Epochs 3 1

Learning rate 2 × 10 ⁴⁻ 1 × 10 ⁴⁻

Effective batch
(records per update) 4 16 (batch 4 × accumulation 4)

Shared LoRA: query/value projections, rank 8, alpha 16, dropout 0

AdamW optimizer. Sequence length: 2,048 tokens. Same parent Qwen3-1.7B.

Train LoRA in BF16, merge the adapter, then convert to Q4_K_M for testing.

The recipes change several settings. This does not isolate the effect of data volume.
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Benchmark protocol

Question type Count

Concept 28

Retrieval integration 28

Supported calculations 24

Unsupported calculations 8

Insufficient evidence 8

96 public questions across 8 EEE courses
Year 2 and Year 3 of our programme
7 configurations produce 672 responses
Fixed questions, corpus and scoring rubric.
Match prompts within SFT and device pairs.
One run per question and configuration.

Greedy decoding (T = 0), seed 20260826
Context 2,048, output limit 256 tokens
8 threads, all-layer GPU offload

Offline: BM25 selects 20 passages, reranked to 5.
The Web interface uses separate embedding retrieval.

Separate runs: 24 retrieval questions, 96 paired GPU/Pi Base answers,
and 8 pre-rendered timing prompts per device.

Generation settings
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Answer scoring

Semantic scoring: add components, apply the cap, then divide by 10

Component Points Full-credit requirement

Core correctness 0–4 The main answer is correct

Coverage 0–3 All required information is present

Consistency 0–2 Reasoning and evidence agree

Relevance 0–1 The answer addresses the question

Core ≤ 1: total capped at 4/10. Core = 2: capped at 6/10.

Objective items: exact match or numerical tolerance, scored 0 or 1.

Fully correct semantic answer: core 4, coverage 3 and consistency 2.

ChatGPT supports practical first-pass content grading, followed by review and first-author audit.
No independent assessor. Mean scores and fully-correct counts are separate outcomes.
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Overall answer quality

Mean answer score (0–1)

Base: model alone. RAG: course notes in the model’s input.
Tools: Calculator for supported tasks, course notes for other questions.

96 questions on GPU. Best mean score: 0.777. Fully correct: 54/96.

Base

Base + RAG

Base + RAG + Tools

0.0 0.2 0.4 0.6 0.8 1.0

0.503

0.555

0.777
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Retrieval and calculation results

Test Comparison Result

Retrieval
24 separate questions Base + RAG versus Base Mean-score change +0.454

95% CI [0.350, 0.558]

Supported calculations
24 main-set questions

Calculator versus
Base + RAG

24/24 fully correct
versus 0/24

The two rows use different sets of 24 questions.

The calculation result covers preclassified supported tasks.
Routing on unseen questions and the separate Web retrieval path remain untested.
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Fine-tuning results

SFT minus matched Base on 64 questions. Dots show means, lines show 95% CIs.

-0.4 -0.3 -0.2 -0.1 0

Initial
Model alone

−0.112
[−0.234, 0.009]

Initial
Course notes

−0.044
[−0.137, 0.050]

Expanded
Model alone

−0.134
[−0.244, −0.022]

Expanded
Course notes

−0.252
[−0.359, −0.147]

Initial intervals include zero. Expanded scores are lower in these tests.

Same 64 questions and matched prompts/passages. The subset excludes
24 supported calculations and 8 insufficient-evidence items.
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GPU and Raspberry Pi

Answer quality: 96 paired questions, Base model alone

Mean score (0–1) RTX 6000D Raspberry Pi 5

Same questions and rubric 0.503 0.498

Pi minus GPU: −0.005, 95% CI [−0.041, 0.032]. Equivalence remains unproven.

Median model-request time (s): 8 prompts/device, 1 cold and 2 warm runs

Warm (repeat)

Cold (new process)

0 10 20 30

0.311

0.344

9.607

28.23
9

Raspberry Pi 5 RTX 6000D

Same Base Q4_K_M model and matched prompts. Context 2,048, output cap 256, T = 0.

Timing excludes retrieval, Calculator and Web processing. Warm runs may reuse caches.
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Conclusions and next steps

Retrieval + Calculator helped
0.777 mean; 54/96 fully correct
(GPU, 96 questions).

Neither training setup showed a gain
64 questions; same inputs in each pair.

Pi ran Base, with slower responses
96 model-only questions completed.
Similar scores do not prove equivalence.

Thank you

Main findings Limits and next steps

Finding a source is not enough
Base + RAG: files found 28/28;
main-answer errors 9/28.

Calculator supports fixed tasks
17 task types; new requests need testing.

Users and the full Pi app
No usability or learning study.
Pi quality covers Base inference only.

Next: independent user tests and quizzes targeting learning gaps.
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